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a  b  s  t  r  a  c  t

How  can  animals  learn  the  prey  densities  available  in  an  environment  that changes  unpredictably  from
day  to  day,  and how  much  effort  should  they  devote  to doing  so, rather  than  exploiting  what  they  already
know?  Using  a  two-armed  bandit  situation,  we  simulated  several  processes  that  might  explain  the  trade-
off between  exploring  and  exploiting.  They  included  an  optimising  model,  dynamic  backward  sampling;
a  dynamic  version  of the matching  law;  the  Rescorla–Wagner  model;  a neural  network  model;  and
�-greedy  and  rule  of  thumb  models  derived  from  the  study  of  reinforcement  learning  in  artificial  intel-
ligence.  Under  conditions  like  those  used  in  published  studies  of  birds’  performance  under  two-armed
bandit  conditions,  all models  usually  identified  the  more  profitable  source  of  reward,  and  did  so  more
ptimal sampling
einforcement learning
escorla–Wagner model
wo-armed bandit

quickly  when  the  reward  probability  differential  was  greater.  Only  the  dynamic  programming  model
switched  from  exploring  to exploiting  more  quickly  when  available  time  in  the  situation  was  less.  With
sessions  of  equal  length  presented  in  blocks,  a  session-length  effect  was  induced  in some of the  models
by  allowing  motivational,  but  not  memory,  carry-over  from  one  session  to the  next.  The  rule  of  thumb
model  was  the  most  successful  overall,  though  the  neural  network  model  also  performed  better  than  the

remaining  models.

. Introduction

.1. The relation between foraging, operant psychology, and
nimal cognition

Optimal foraging theory (for review, see Stephens and Krebs,
986; Stephens et al., 2007) has been one of the most fruitful

deas in recent behavioural ecology. Quite soon after its formula-
ion by authors such as MacArthur and Pianka (1966) and Charnov
nd Orians (1973),  its ideas were introduced into operant psychol-
gy (e.g. Collier and Rovee-Collier, 1981; Lea, 1979; Abarca and
antino, 1982). This was an early example of the cross-fertilisation
etween behavioural ecology and comparative psychology that
haracterised the last decades of the twentieth century, and it
rovided a two-way benefit. For comparative psychology, optimal
oraging theory provided a plausible evolutionary explanation of
he laws of classical and operant conditioning: since almost all
nimals need to find food, if the known principles of associative
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

earning under positive reinforcement enable them to do so in a
ear-optimal manner, then that is a sufficient reason for those phe-
omena following the laws that they do follow, and for them being
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so widespread in the animal kingdom. Conversely, for behavioural
ecology, conditioning principles provided a mechanism by which
near-optimal foraging could plausibly be produced, and also a
non-arbitrary explanation for situations where foragers’ behaviour
departs from the predictions of optimality (Lea, 1985).

The bulk of the applications of conditioning principles to ques-
tions in foraging, however, have been concerned with steady state
behaviour rather than with the acquisition of new information:
they have been used to address issues in decision-making rather
than learning. Some questions about the role of learning and mem-
ory in foraging certainly have been explored, but more in relation
to unusual or advanced cognitive capacities, such as spatial mem-
ory (e.g. Kamil and Balda, 1985), episodic memory (e.g. Clayton
and Dickinson, 1998) and social learning (e.g. Fisher and Hinde,
1949), than in situations where simple associative principles can
be applied directly.

Yet there are undoubtedly many situations where near-optimal
foraging demands that animals acquire information in ways
to which simple associative learning principles can be applied
directly. Optimality models of such common foraging problems as
diet selection, patch use, and commuting to and from a central place
include as parameters quantities such as prey value, handling times
ive mechanisms of optimal sampling. Behav. Process. (2011),

and prey densities. It has been widely recognized (e.g. Houston
et al., 1982; McNamara, 1996) that these are very unlikely to be
either stable across time or directly perceptible, and must therefore
be learned and relearned repeatedly within the forager’s lifetime.

dx.doi.org/10.1016/j.beproc.2011.10.004
dx.doi.org/10.1016/j.beproc.2011.10.004
http://www.sciencedirect.com/science/journal/03766357
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ccounting for optimal foraging is therefore not just a matter of tak-
ng a static (though possibly stochastic, cf. Oaten, 1977; McNamara,
982) situation and applying to it performance principles, whether
hose principles are derived from optimal decision theory or from
he descriptive laws of operant choice (cf. Herrnstein, 1970). It is
lso a problem in animal cognition, and specifically in learning; how
s a forager to acquire information about where it should look for
rey?

.2. The two-armed bandit

Acquiring information is not necessarily cost free. It may  involve
evoting time to sampling the environment instead of feeding from
ources whose properties are already known. So finding out the
roperties of the environment may  involve an optimising process

n itself, in which the opportunity costs of exploration must be off-
et against the higher rates of food gain that can be expected given
etter information. Krebs et al. (1978) introduced into behavioural
cology consideration of one model situation that poses just such
n explore/exploit problem, the “two-armed bandit”. This is an
xample of an optimal sampling problem. It was first considered in
tatistics and applied to questions about the most efficient design
f medical experiments (e.g. Thompson, 1933; Bradt and Karlin,
956; Colton, 1963; Fox, 1974). Suppose we have two  experimen-
al treatments for a disorder (the two “arms” of the bandit). Neither
f them is completely effective, but both work sometimes; however
he probabilities that they are effective are not known. Obviously
e need to experiment with both, to get some idea of their prob-

bilities of success. But how long should we go on experimenting
ith both of them before deciding to offer the more successful one

o all subsequent patients? If we continue experimenting for too
ong, we will give some patients a less effective treatment unnec-
ssarily; but equally, if we decide which treatment is better on the
asis of too little experience, we risk choosing the less effective
reatment and giving it to all subsequent patients.

Applying this model to foraging, Krebs et al. (1978) considered
he two arms of the bandit as representing two patches of prey,
ach of which delivers food at a fixed probability when the forager
esponds within it. The forager’s problem is then to decide how
ong to spend exploring both patches, before deciding to spend the
est of its time exploiting the patch that has been found to yield
ore prey during exploration. A key difference from the original
edical application is that the forager is considered to have only

 limited time available in the situation, and on next exposure to
he situation, the prey probabilities are once again unknown, so
earning has to start again.

Krebs et al. (1978) considered a solution to the two-armed ban-
it problem offered by backwards dynamic programming (Bellman,
956). In this algorithm, the forager is always in one of two
tates, exploring or exploiting. While exploring, it responds to both
atches. After some number of exploratory responses, the forager
ecides, on the basis of the cumulative outcomes from the two
atches, whether to switch to exploitation, and once it does that,

t makes all subsequent responses to the preferred patch until
he available time is exhausted. Although the principle of such
xplore/exploit strategies is simple, there is currently no general
olution to identifying the optimal point for switching from explor-
ng to exploiting (Cohen et al., 2007). The particular algorithm Krebs
t al. used imposed a constraint on the general explore/exploit
trategy, such that during the sampling phase the forager always
akes one response to each option, and evaluation of whether to

ontinue sampling occurs after each pair of sampling trials; with
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

his constraint, the optimal strategy can be derived. It involves a
ackward dynamic programming algorithm, which starts from the
oint where the forager only has time to make two more responses;
learly these should both be made to the patch that has yielded
 PRESS
cesses xxx (2011) xxx– xxx

more prey so far. The algorithm then works backwards, working
out the expected benefit from continuing sampling further trials
or switching to exploitation, for every combination of numbers of
prey obtained so far from the two patches, in order to specify the
point at which the forager should stop exploring and exploit what
currently seems to be the better food source. Krebs et al. carried out
simulations of behaviour in the two-armed bandit situation using
the backwards dynamic programming algorithm, and showed that
it had two  key properties. The switch from exploring to exploitation
occurred earlier (a) if the difference between payoff probabilities
in the two patches was greater and (b) if the time allowed in the
patches was less.

1.3. Animal behaviour in two-armed bandit situations

To test whether their backwards dynamic programming model
was relevant to the behaviour of real foragers, Krebs et al. (1978)
exposed great tits (Parus major)  to a laboratory environment that
had the properties of a two-armed bandit. An aviary had two
perches, one at each end. If the tit hopped onto either perch, food
was delivered, at a different probability for each perch. The pay-
off probabilities for the two  perches always added up to 0.5 (so
that during random exploration, the tits would obtain food for a
quarter of hops), but the payoff differential varied from 0.5 (proba-
bilities of 0.5 and 0) to 0.1 (probabilities of 0.3 and 0.2). The number
of hops was effectively limited by the birds’ becoming satiated,
which occurred after about 150 hops on average. The birds showed
an approximate explore/exploit pattern of performance, although
they did not strictly alternate between the perches in the explore
phase, and they tended to continue to make some hops on the less
preferred perch throughout the session. Because of this second ten-
dency, Krebs et al. introduced a criterion of 90 out of 100 successive
hops being made to the same perch to determine the point at which
they would regard a tit as having switched to exploitation. Using
this criterion, they observed that the tits showed the payoff differ-
ential effect predicted by the optimal sampling model. They also
found that the tits switched to exploitation at about the same point
as their simulated optimal samplers did in a 150-hop session, but
Plowright and Plowright (1987) subsequently showed that Krebs
et al. had overestimated the amount of sampling that the optimal
model predicted, so that their tits had in fact over-sampled rela-
tive to the optimal strategy. Kacelnik (1979) reported that, at least
when the two  payoff probabilities were rather similar, the tits took
longer to commit themselves to one patch in longer sessions; the
failure to find such an effect with larger payoff differentials can be
attributed to a floor effect, since exploration was  typically quite
brief under such conditions.

In the language of operant psychology, the fixed payoff probabil-
ities in a two-armed bandit are concurrent random ratio schedules
of reinforcement. Dow and Lea (1987b, Experiment 1) carried out
a further test of Krebs et al.’s backwards dynamic programming
model, using pigeons working for food in a conventional Skinner
box on concurrent random ratio schedules arranged on a single
key with pecks on a separate key causing changes between the
schedules (Findley, 1958). They fixed the length of the session at
either 256 pecks or 1024 pecks, and in accordance with the pre-
dictions of optimal sampling theory, found that fewer changeovers
between schedules were made in the short sessions than in the first
256 pecks of the long sessions, implying that exploration contin-
ued for longer in the latter. However, Shettleworth and Plowright
(1989) were unable to find any effect of session length on pigeons’
ive mechanisms of optimal sampling. Behav. Process. (2011),

behaviour on concurrent random ratio schedules, even though they
later reported such effects in a prey choice problem (Plowright
and Shettleworth, 1991), and further demonstrations of a session-
length effect have not been forthcoming. The empirical status of the

dx.doi.org/10.1016/j.beproc.2011.10.004
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ession-length effect is therefore unclear, despite the fact that it is
 clear prediction of optimal sampling theory that it should occur.

.4. Learning mechanisms for near-optimal sampling

Although the major predictions of optimal sampling theory have
ome empirical support, it is obvious that backward dynamic pro-
ramming as such is not a plausible mechanism for a bird to use
o solve the two-armed bandit problem. However, it would be
ossible for animals to evolve cognitive processes that would pro-
uce the kinds of behaviour that backward dynamic programming
ould require. Two kinds of process have to underlie performance

n a two-armed bandit situation: learning rules (which determine
ow an animal’s estimates of the reward probabilities on the two
rms are updated by experience), and performance or decision
ules (which determine how those estimates are translated into
esponse probabilities; cf. Tolman, 1955). Houston et al. (1982) and
ea and Dow (1984) considered several examples of performance
nd learning rules that should do a reasonably good job. Houston
t al. (1982) simulated the effect of a wide variety of decision
ules, but did not explicitly consider the mechanism for updating
arameter estimates. Lea and Dow (1984) considered only a single
erformance principle, Herrnstein’s (1961, 1970) matching law for
oncurrent schedules of reinforcement. Herrnstein and Loveland
1975) pointed out that, under stable conditions, the only behaviour
n concurrent ratio schedules that is consistent with the matching
aw is absolute preference for one schedule or the other – that is,
xploitation. However, at the beginning of a session in a two-armed
andit, the reinforcement rates for the two arms are unknown, so
ome mechanism must be provided for them to be learned. Lea
nd Dow (1984) accordingly added an explicit learning model to
he matching law, used the linear operator model introduced by
ush and Mosteller (1951);  this generates a changing estimate (an
xponentially weighted moving average, or EWMA)  of relative rein-
orcement rates which relative response rates should, according to
he matching law, equal. Most authors who have considered transi-
ions between schedules of reinforcement have used some variant
f the Bush–Mosteller model; examples of dynamic matching mod-
ls include those of Myerson and Miezin (1980),  Mazur (1992) and
paricio and Baum (2009).  An example of the use of a linear oper-
tor model in a foraging context can be found in McNamara and
ouston (1985).

Dow and Lea (1987a) describe the results of computer sim-
lations of a dynamic matching model, applied to a number of
ifferent foraging situations. In the case of the two-armed ban-
it situation, their simulations reproduced some but not all of the
ehaviour both of Krebs et al.’s (1978) simulations of the backward
ynamic programming algorithm, and of the birds studied by Krebs
t al. and Dow and Lea (1987b). However, dynamic matching is
ot the only model that should be considered. The study of asso-
iative learning has developed substantially within comparative
sychology since the 1980s. Dow and Lea (1987a) did not consider
odels of learning that were already highly influential within the

eld of Pavlovian conditioning, such as the model of Rescorla and
agner (1972).  Keasar et al. (2002) have subsequently applied the

escorla–Wagner model to simulate the behaviour of bumble bees
oraging in a two-armed bandit situation, so models of this kind
learly need to be included.

Furthermore, during the 1980s, the study of unsupervised learn-
ng – that is, learning where the agent has to find out what to do
rom experience within a situation, rather than being instructed

became an important field within artificial intelligence, where
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

t is known as “reinforcement learning”. The two-armed bandit,
nd in particular the dilemma of exploration versus exploitation,
s a central issue in research within this field (Sutton and Barto,
998, chapter 1). A large number of models and algorithms have
 PRESS
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been proposed that might produce near-optimal sampling without
requiring the agent to carry out backward dynamic programming,
or to have any internal model of the situation.

1.5. The present investigations

The present paper therefore extends the work of Dow and Lea
(1987a) by considering additional learning models and investigat-
ing whether they can reproduce the key features of behaviour of the
optimal sampler or of real birds in the two-armed bandit situation.
The models considered are:

(1) The backwards dynamic programming algorithm as specified
by Krebs et al. (1978).  This was included as a standard of com-
parison. It is however at a different conceptual level than the
remaining models, in that it does not propose a realistic mech-
anism by which near-optimal behaviour can be achieved, but
rather seeks to specify what the behaviour should be like.

(2) The dynamic matching model used by Dow and Lea (1987a).
A distinctive feature of matching models is that they work in
terms of reinforcement rates (reinforcements per unit time),
not reinforcement probabilities (reinforcements per response).
All reinforcement learning models will specify that, when the
agent responds to an arm in a two-armed bandit situation, the
value estimate for that arm will go up if reinforcement follows
and down if it does not. In a matching model, however, the
value estimate for the non-chosen arm will also be reduced,
regardless of whether reward is given on the chosen arm. In
the model tested, the adjustments to the values of the two arms
were made using the same linear operator model with the same
learning rate parameter.

(3) A simple version of the Rescorla–Wagner conditioning model.
For application in a choice situation, this model requires the
addition of a performance rule; we  use the softmax rule with
a Boltzmann distribution (cf. Sutton and Barto, 1998, p. 30)
to convert the associative strengths of the two outcomes into
response probabilities. This transformation requires a param-
eter t usually referred to as “temperature” which affects how
discriminating the agent is between the two outcomes; the nat-
ural way to implement this in a Rescorla–Wagner context is to
set t equal to the parameter � which represents the total asso-
ciative strength that the reinforcer can support, and this is what
we did.

(4) A connectionist model, derived from Wills and McLaren (1997).
This also uses Rescorla–Wagner model for updating the value
estimates for the two arms of the model, but it uses a process
of iterated mutual inhibition between actions, with a ran-
dom element, followed by a winner-takes-all rule, to generate
actions from the values. In addition to the parameter for the
Rescorla–Wagner learning process, this model requires a decay
rate parameter, d.

(5) An �-greedy algorithm with linear-operator value adjustment
and rule of thumb absorption onto one or the other arm. A
“greedy” algorithm is one that always chooses the action that
is associated with the higher current value estimate, though
value need not correspond directly to a current estimate of
reinforcement probability; it may  be affected by an exploratory
component, the possibility that making an action would yield
information that would increase future reinforcement rate. An
�-greedy algorithm does the same, except that on a proportion
� of trials it chooses at random (Sutton and Barto, 1998, pp.
26–28).
ive mechanisms of optimal sampling. Behav. Process. (2011),

(6) A rule of thumb model implementing a sample-then-exploit
strategy, switching from sampling to exploiting when the
difference between current estimates of reinforcement prob-
ability on the two  arms exceeds a threshold, L. This is a kind

dx.doi.org/10.1016/j.beproc.2011.10.004
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of satisficing model (cf. Simon, 1956; Ward, 1992), but not of
the usual kind: rather than seeking a satisfactory (but not nec-
essary optimal) amount of food, the model seeks a satisfactory
(but not necessary optimal) amount of information as to which
patch is better. A rule for updating the estimates of patch den-
sity is needed in any such model; in the present case, the linear
operator rule was used.

Obviously these are only a small selection of the models that
ould be considered. They are chosen because they represent a
ange of different approaches to the problem, all of which have
een influential in one or another area of the study of learning. The
ersions of these models used are also all at roughly the same level
f complexity: all require the fitting of either one or two parame-
ers. Thus if one or two of the models currently being considered
o consistently better than the others, we can reasonably conclude
hat those classes of models deserve fuller exploration.

It is scarcely necessary to demonstrate that these models will
ypically find the arm with the better reward probability in a two-
rmed bandit; any learning model can be expected to do that. The
ey questions are whether the models will show the payoff dif-
erential and session-length effects found by Krebs et al. (1978),
acelnik (1979) and Dow and Lea (1987b), and how well the dif-

erent models do in terms of the overall number of rewards they
anage to extract from the situation, since this is the currency

hat natural selection will operate on. It is especially interesting to
ompare different learning models on this metric, and to compare
hem all with the outcome achieved by the backwards dynamic
rogramming model.

A priori reasoning suggests that all the reinforcement learning
odels described above are likely to show the payoff differential

ffect, but it is not obvious how any of them would lead to the
ession-length effect. There are three ways in which they might do
o:

First, all models include parameters that directly or indirectly
ffect the rate of learning. Adjusting such parameters as a function
f session length will clearly alter the balance between exploration
nd exploitation. However, how could such adjustment occur?
illeen (1984) has suggested that the learning rate parameter in
ynamic matching models might itself be subject to learning, by a
econd linear-operator process. If we do not adopt some such pro-
osal, adjustment of the parameter seems to be an ad hoc solution.

The remaining possibilities make use of the fact that a session-
ength effect can only be expected when the animal has some means
f knowing the likely session length in advance. Both in natural
ituations and in the laboratory, the most likely way for this to
appen is for session length to be roughly constant over a series
f sessions. Shettleworth and Plowright (1989) pointed out that if
his is done, either or both of two carry-over effects may occur,
ither of which might cause a session-length effect. Following a
onger session, the forager’s memory of which arm was  the bet-
er in the previous session may  be more firmly established, and
his might lead to more protracted sampling. Alternatively, the
onger previous session might cause the forager’s motivation to
eek food to be less. This might have an impact on the learning rate
arameter in some models; in others it might affect the relation
etween reward on an arm and the value attached to it. Shettle-
orth and Plowright showed empirically that the session-length

ffects reported by Kacelnik (1979) and Dow and Lea (1987b) could
ell have been due to such carry-over effects.
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

. Procedures

Each of the models was first tested under conditions typical of
oth Krebs et al. (1978) and Dow and Lea (1987b). We  then focused
 PRESS
cesses xxx (2011) xxx– xxx

on the conditions of Krebs et al., and varied payoff differential,
session length, memory carry-over and motivational carry-over.
We did not attempt a fully factorial variation of these conditions.
Instead we defined a baseline procedure using intermediate values
for payoff differential and session length, and zero values for mem-
ory and motivational carry-over. We  then varied each condition
from this baseline.

Krebs et al. (1978) used reinforcement probabilities that always
added up to 0.5 between the two  arms, varying in payoff differen-
tial from 0.1 (reward probabilities of 0.2 and 0.3) to 0.5 (reward
probabilities of 0 and 0.5). We  did not want to use the extinction
condition (reinforcement probability zero), so we used 0.1 as the
low payoff differential, and 0.4 (reward probabilities of 0.05 and
0.45) as the high differential. The baseline condition was therefore
set at a payoff differential of 0.25 (reward probabilities of 0.125
and 0.375). In Dow and Lea’s (1987b) experiment, the lower pay-
off probability ranged from 0.02 to 0.05, and the higher from 0.029
to 0.1, with the higher always at least twice the lower. We  there-
fore set the low payoff differential at 0.035 (reward probabilities of
0.035 and 0.070) and the high differential at 0.07 (reward proba-
bilities of 0.02 and 0.09). The baseline condition was set as a payoff
differential of 0.05, with reward probabilities of 0.03 and 0.08.

Krebs et al. (1978) report results from a session length of 150
hops. Because their criterion of absorption to a perch was 90 out of
100 hops being made to it, we took 150 hops as the shorter session
length, and 600 as the longer, when varying session length; the
baseline condition was set at 300 hops.

In baseline conditions, there was no carry-over in either memory
or motivation from the previous simulation run. The models started
each session with both reward probabilities set at an arbitrary esti-
mate of 0.5, and motivation set to a value of 1.0. In the memory
carry-over condition, these estimates were set at the mean of 0.5
and the final reward probability estimate for the same arm from
the previous run. In motivation carry-over sessions, motivation at
the beginning of the session was set at the mean of the baseline
value of 1.0, and a value derived from the total rewards earned
within the previous session. The value carried over was calculated
so that it would be 1.0 if the forager was  perfectly efficient under
baseline conditions. Note that we did not include within-session
motivational changes in the modelling, so what we  are modelling
here is the situation where the forager is loading quickly with food
but only digesting it later. This is realistic for many bird species.

The effects of variations in motivation were implemented in
different ways for different models. In the matching model, the
increment of estimated reinforcement rate when reward was
earned was multiplied by the motivation parameter (which was
thus treated as equivalent of the parameter k in Herrnstein’s
(1970), systematic development of the law of effect). In the
Rescorla–Wagner model (whether implemented analytically or
through a neural network), the total associative strength that the
reinforcer could support (represented by the parameter �) was
reduced as a function of the number of rewards obtained in the pre-
vious run; note that in our simple Rescorla–Wagner model we  use
� as the temperature parameter in the transformation of associa-
tive strengths into response probabilities, so motivation might have
a dual effect in this model. In the �-greedy model, the increment
of estimated reinforcement probability when reward was earned
was multiplied by the motivation parameter. Finally, in the rule of
thumb model, the value increment resulting from each reward was
reduced as a function of the total rewards gained in the previous
run.

For each model, parameter variables were first varied system-
ive mechanisms of optimal sampling. Behav. Process. (2011),

atically to find the values that worked best under each of the
baseline conditions derived from Krebs et al. (1978) and Dow and
Lea (1987b), using different values for the two  conditions if nec-
essary, and with no carry-over of memory or motivation from

dx.doi.org/10.1016/j.beproc.2011.10.004
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Table  1
Outcomes of model simulations under two  sets of baseline conditions. Entries are mean results from 200 simulation runs. Payoff probabilities on the two  arms were 0.125 and
0.375.  p(abs) is the probability of absorption; p(C) the probability of initial absorption on the objectively preferable arm; R(abs) the median responses to initial absorption;
�(C)  the mean Herrnstein et al. � towards the objectively preferable arm; and p(Rf) the overall reward probability.

Condition Model Parameters p(abs) p(C) R(abs) �(C) p(Rf)

Krebs et al.
baseline

Backwards dynamic programming 1.00 1.00 2 0.97 0.365
Dynamic matching  ̨ 0.06 1.00 0.99 27 0.93 0.354
Rescorla–Wagner  ̌ 0.55 1.00 0.99 26.5 0.89 0.353
Connectionist  ̌ 0.08 d 0.20 0.99 1.00 2 0.92 0.362
�-greedy  ̨ 0.07 ε 0.02 1.00 1.00 18 0.89 0.358
Rule of thumb  ̨ 0.035 L 0.08 1.00 1.00 2 0.97 0.366

Dow  and Lea
baseline

Backwards dynamic programming 1.00 0.97 57 0.91 0.075
Dynamic matching  ̨ 0.075 1.00 0.85 32 0.82 0.071
Rescorla–Wagner  ̌ 0.55 0.83 0.95 185.5 0.80 0.070
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Connectionist  ̌ 0.065 

�-greedy  ̨ 0.08 

Rule of thumb  ̨ 0.03 

he previous session. In almost all models, there was  a learning
ate parameter that could be varied. Some models had additional
arameters, for example the decay rate in the connectionist model,
nd the threshold value in the rule of thumb model. The parameter
alues chosen were those that gave the best outcome, defined in
erms of total reward rate. The models varied in how sensitive their
erformance was to parameter values, but in all cases the values
hosen came from within a range where there was  little variation
n performance to either side of the chosen values. Once parame-
er values had been chosen, new simulations were run with those
alues, and the outcomes of these new simulations are reported.

To test the effects of varying payoff probability differential and
ession length, the best-performing parameter values for those
onditions were found under baseline conditions, and simulations
un with the high and low payoff differentials and sessions lengths.
o test the effects of memory and motivational carryover, each car-
yover was implemented separately with the baseline conditions
payoff probabilities of 0.125 and 0.375, session length of 300) and

 new sweep of parameters undertaken; the best parameter values
ound were then used with sessions lengths of 150 and 600, to see
hether the models would predict a session-length effect under

hese conditions.

. Results

Table 1 gives key results, averaged from 200 simulations of each
odel under the two baseline conditions. The results reported are:

a) The probability that the model reached the absorption criterion
on either of the arms, p(abs).

b) The probability that the model absorbed first onto the better
arm, p(C). Absorbing onto an arm was defined using the crite-
rion introduced by Krebs et al. (1978),  of 90 responses out of
100 being made to a single arm. It should be noted that it was
possible in some conditions that a model would meet this crite-
rion on one arm but subsequently make more responses to the
other arm.

(c) The median number of responses made before the first run of
responses that met  the absorption criterion. Medians rather
than means are reported to deal with the case where p(abs)
was less than one. If a model did not absorb in a particular run,
the number of responses to absorption was set at the session
length plus one; thus if p(abs) was less than 0.5, so that the
model failed to absorb in a majority of cases, the median num-
ber of responses made would be recorded as session length plus
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

one.
d) �(C), the mean value of the normalised Mann–Whitney U statis-

tic introduced by Herrnstein et al. (1976),  here used to express
the tendency for responses to the objectively better arm to
d 0.35 0.01 0.60 513 0.52 0.059
� 0.05 0.99 0.93 129.5 0.82 0.070
L 0.05 1.00 0.93 29 0.88 0.073

occur later in the session than responses to the objectively less
good arm. � is a measure of the speed of learning to go to the bet-
ter arm; if a bird first made an uninterrupted series of responses
to the worse arm, and then an uninterrupted series of responses
to the better arm, � would equal 1.0, whereas if its responses to
the two  arms were randomly distributed within the session, �
would equal 0.5.

(e) The mean probability of reinforcement obtained in the session,
p(Rf).

Table 1 shows that with reward probabilities in the range used
by Krebs et al., all models can be adjusted to give performance that
is close to that of the backward dynamic programming algorithm,
and one of them (the rule of thumb model) does marginally better
than the backwards dynamic programming algorithm, though the
difference is within likely sampling error. With reward probabili-
ties in the range used by Dow and Lea, however, performance of
the models is much more variable, especially with regard to con-
vergence rate. The connectionist model largely failed to converge
to the correct solution, and the Rescorla–Wagner model did not do
so in every case. Only the rule of thumb model performed as well as
the backwards dynamic programming algorithm in terms of overall
reinforcement rate obtained.

Table 2 shows the effects of varying payoff probability differ-
ential in an environment like that of Krebs et al. (1978),  in the
absence of either memory or motivational carry-over, and with ses-
sion length constant at 300. The parameters used for each model
were held constant at the values found to give the best performance
in the preceding set of tests. It can be seen that all the models predict
appropriate behaviour, with absorption on a preferred outcome
occurring earlier when the payoff differential was higher. Under
both conditions, all models continued to perform relatively well
against the standard of the backward dynamic programming algo-
rithm, even though, when the payoff differential was  small, only the
dynamic programming and rule of thumb models produced con-
vergence in every test run. For all models (including the backwards
dynamic programming algorithm), performance was  notably bet-
ter with the bigger payoff differential, both in terms of the speed
and accuracy with which the models found the objectively bet-
ter arm, and in terms of the proportion of the maximum possible
payoff achieved. With reward probabilities of 0.2 and 0.3, a purely
random forager would achieve a reward rate of 0.25, while an omni-
scient one would achieve a rate of 0.30; the models (other than
the dynamic programming model) achieved reward rates between
0.275 and 0.278, i.e. between 50% and 56% of the possible gains
ive mechanisms of optimal sampling. Behav. Process. (2011),

from non-randomness. With reward probabilities of 0.1 and 0.4,
between 87% and 96% of the possible gains were achieved.

Table 3 shows the effects of varying session length from 150
to 600 responses, in conditions otherwise similar to those used

dx.doi.org/10.1016/j.beproc.2011.10.004
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Table  2
Outcomes of model simulations under two levels of payoff differential, under conditions like those of Krebs et al. (1978).  Entries are mean results from 200 simulation runs.
p(abs)  is the probability of absorption; p(C) the probability of initial absorption on the objectively preferable arm; R(abs) the median responses to initial absorption; �(C) the
mean  Herrnstein et al. � towards the objectively preferable arm; and p(Rf) the overall reward probability.

Condition Model Parameters p(abs) p(C) R(abs) �(C) p(Rf)

Payoff
probabilities
0.2 and 0.3

Backwards dynamic programming 1.00 0.88 16 0.83 0.284
Dynamic matching  ̨ 0.06 0.98 0.88 47.5 0.81 0.275
Rescorla–Wagner  ̌ 0.55 0.77 0.89 99.5 0.74 0.276
Connectionist ˇ  0.08 d 0.20 0.61 0.86 104.5 0.73 0.276
�-greedy  ̨ 0.07 ε 0.02 0.93 0.90 80.5 0.77 0.277
Rule  of thumb  ̨ 0.035 L 0.08 1.00 0.83 12.5 0.80 0.278

Payoff
probabilities
0.1  and 0.4

Backwards dynamic programming 1.00 1.00 2 0.98 0.390
Dynamic matching  ̨ 0.06 1.00 1.00 17 0.94 0.380
Rescorla–Wagner  ̌ 0.55 1.00 1.00 16.5 0.91 0.382
Connectionist ˇ  0.08 d 0.20 1.00 1.00 2 0.95 0.389

b
0
h
t
r
e
d
s
m
i
c
t
p
i
a
i
e

f
a
o
b
w
O
m
a
o
f
a
a
t
n

T
O
a
m

�-greedy  ̨ 0.07 
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y Krebs et al. (1978),  using the baseline reward probabilities of
.125 and 0.375. Again model parameters were set at the values that
ad been found to give the best performance under baseline condi-
ions, with a session length of 300. In terms of overall reinforcement
ate, all the models did better in the longer sessions, as would be
xpected; the difference was substantially less for the backwards
ynamic programming algorithm and the rule of thumb model, and
omewhat less for the connectionist model, than for the others,
ainly because these models did markedly better than the others

n the short sessions. The enhanced performance of these models
an be attributed to the fact that they led to earlier absorption than
he others, without much loss in accuracy of finding the objectively
referable arm. Several models failed to produce 100% absorption

n the shorter sessions. As it should, the dynamic programming
lgorithm absorbed after fewer trials in the shorter sessions than
n the longer ones. None of the other models showed such an
ffect.

Table 4 shows the effect of introducing a 50% memory carry-over
rom the previous session. Reward probabilities were set at 0.125
nd 0.375. The values of model parameters that gave the highest
verall reward probability with a session length of 300 were found
y a sweep of parameter values, and the models were then tested
ith these parameter values at session lengths of 150 and 600.
nce again the connectionist and rule of thumb models produce
arkedly earlier absorption than the others in the short sessions,

nd without a compensating loss of accuracy, so that they do better
n the ultimate objective of securing the maximum overall rein-
orcement rate. The backwards-programming model again shows
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

 session-length effect on the number of responses before initial
bsorption, though median absorption was very rapid even with
he longer session length so the session length effect was  small and
ot statistically significant. The other models show no such effect,

able 3
utcomes of model simulations at two session lengths, under conditions like those of Kre
re  mean results from 200 simulation runs. p(abs) is the probability of absorption; p(C)
edian  responses to initial absorption; �(C) the mean Herrnstein et al. � towards the obj

Condition Model Parameters 

Session
length 150
responses

Backwards dynamic programming 

Dynamic matching  ̨ 0.06 

Rescorla–Wagner  ̌ 0.55 

Connectionist  ̌ 0.08 

�-greedy  ̨ 0.07 

Rule  of thumb  ̨ 0.035
Session
length  600
responses

Backwards dynamic programming 

Dynamic matching  ̨ 0.06 

Rescorla–Wagner  ̌ 0.55 

Connectionist  ̌ 0.08 

�-greedy  ̨ 0.07 

Rule  of thumb  ̨ 0.035 
ε 0.02 1.00 1.00 11 0.90 0.382
L 0.08 1.00 1.00 2 0.98 0.394

any differences in responses to absorption between the two session
lengths being similar to those seen in Table 3.

Table 5 shows the effect of introducing a 50% motivational carry-
over. Again the connectionist and rule of thumb models show
earlier absorption and a correspondingly better outcome in the
short sessions than the other models. In the longer sessions, the
rule of thumb model does better than the others, securing an out-
come that is actually better than that of the dynamic programming
algorithm under the same conditions. Several models show an
apparent session-length effect. Fig. 1 shows distributions of absorp-
tion points from a separate set of simulations for the Wills–McLaren
connectionist model, the �-greedy and the rule of thumb models in
long and short sessions, confirming that the difference of median
absorption points is not due to curtailment of the distributions.

4. Discussion

All the models simulated were successful in the sense that, with
the environmental parameters used by Krebs et al. (1978),  they con-
sistently found the better arm of the two-armed bandit in almost
every simulated session. The environmental parameters used by
Dow and Lea (1987b) were more challenging, and in particular the
connectionist model of Wills and McLaren (1997) failed to converge
with these lower reinforcement probabilities.

With the Krebs et al. (1978) environment, all models showed a
clear payoff-differential effect, converging more quickly and find-
ing the better arm more often with the larger differential. This is
ive mechanisms of optimal sampling. Behav. Process. (2011),

consistent with experimental results on many species, including
Krebs et al.’s great tits, sticklebacks (Thomas et al., 1985) and bum-
ble bees (Keasar et al., 2002). When session length was varied, all
models coped almost equally well with the long (600-response)

bs et al. (2008). Payoff probabilities on the two arms were 0.125 and 0.375. Entries
 the probability of initial absorption on the objectively preferable arm; R(abs) the
ectively preferable arm; and p(Rf) the overall reward probability.

p(abs) p(C) R(abs) �(C) p(Rf)

1.00 0.94 2 0.91 0.349
0.86 1.00 24 0.86 0.336
0.81 0.99 19 0.79 0.337

d 0.20 0.87 0.98 2 0.86 0.350
ε 0.02 0.71 0.99 28 0.76 0.339
L 0.08 0.99 1.00 2 0.95 0.355

1.00 1.00 6 0.98 0.367
1.00 1.00 25 0.96 0.362
1.00 1.00 21 0.95 0.368

d 0.20 1.00 1.00 3 0.97 0.368
ε 0.02 1.00 1.00 20.5 0.95 0.368
L 0.08 1.00 0.99 2 0.98 0.369
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ARTICLE IN PRESSG Model

BEPROC-2397; No. of Pages 9

S.E.G. Lea et al. / Behavioural Processes xxx (2011) xxx– xxx 7

Table  4
Outcomes of model simulations at two  session lengths, under conditions like those of Krebs et al. (2008), assuming 50% memory of reinforcement rates from the previous
session. Payoff probabilities on the two arms were 0.125 and 0.375. Entries are mean results from 200 simulation runs. Model parameters were chosen to give the best
performance for a session length of 300, with memory present. p(abs) is the probability of absorption; p(C) the probability of initial absorption on the objectively preferable
arm;  R(abs) the median responses to initial absorption; �(C) the mean Herrnstein et al. � towards the objectively preferable arm; and p(Rf) the overall reward probability.

Condition Model Parameters p(abs) p(C) R(abs) �(C) p(Rf)

Session
length 150
responses

Backwards dynamic programming 0.99 0.96 1 0.93 0.345
Dynamic matching � 0.065 0.93 0.98 14 0.87 0.341
Rescorla–Wagner � 0.50 0.65 0.94 21.5 0.77 0.325
Connectionist � 0.08 d 0.15 0.90 1.00 3 0.85 0.348
�-greedy � 0.075 � 0.025 0.88 0.99 6.5 0.79 0.348
Rule  of thumb � 0.05 L 0.075 1.00 0.93 2 0.90 0.348

Session
length  600
responses

Backwards dynamic programming 1.00 0.99 2.5 0.98 0.366
Dynamic matching � 0.065 1.00 0.99 19 0.96 0.361
Rescorla–Wagner � 0.50 1.00 1.00 24.5 0.95 0.358
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Rule  of thumb � 0.05 

ession, and all approached or even exceeded the performance
f the backwards dynamic programming algorithm. However, in
he short (150-response) sessions, differences were much more
pparent, with the connectionist and rule of thumb models outper-
orming the others (Table 3). There were few differences between
he models with a 300-response session (Tables 1 and 2), so it
ppears that a session of that length is asymptotically long with
he reward probabilities we used.

None of the models were able to respond to the variation in ses-
ion length by producing quicker absorption in a shorter session
Table 3), except of course for the dynamic programming model.
imulating runs of sessions of constant length, and allowing the sys-
em to remember the reinforcement rates at the end of the previous
ession, did not enable any of the other models to respond to session
ength (Table 4). Allowing motivational carry-over in blocks of ses-
ions of constant length, however, enabled some models to produce
arkedly slower absorption in longer sessions, when motivation
ould be lower (Table 5, Fig. 1). This effect was clearly present for

he connectionist, �-greedy and rule of thumb models – and the
rst and last of these were the models that were most successful
verall. Shettleworth and Plowright (1989) suggested that memory
nd motivation carry-over effects, between them, might account
or the session-length effects reported by Dow and Lea (1987b) and
acelnik (1979);  the present results suggest that, if learning in birds
roceeds in anything like any of the ways we have modelled, it is
otivational carry-over which is the more important.
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

Which of these models provides the most plausible account of
he behaviour of actual foraging animals? Backward dynamic pro-
ramming can be ruled out as a mechanism that could be used by

 great tit or pigeon; the question is whether other models will

able 5
utcomes of model simulations at two session lengths, under conditions like those of K

he  previous session. Payoff probabilities on the two arms were 0.125 and 0.375. Entries 

(C)  the probability of initial absorption on the objectively preferable arm; R(abs) the me
bjectively preferable arm; and p(Rf) the overall reward probability. Model parameters we
arry-over assumed.

Condition Model Parameters 

Session
length 150
responses

Backwards dynamic programming 

Dynamic matching  ̨ 0.09 

Rescorla–Wagner  ̌ 0.55 

Connectionist  ̌ 0.10 

�-greedy  ̨ 0.08 

Rule of thumb  ̨ 0.04
Session
length 600
responses

Backwards dynamic programming 

Dynamic matching  ̨ 0.09 

Rescorla–Wagner  ̌ 0.55 

Connectionist  ̌ 0.10 

�-greedy  ̨ 0.08 

Rule of thumb  ̨ 0.04 
d 0.15 1.00 1.00 2 0.97 0.370
� 0.025 1.00 1.00 9 0.95 0.370
L 0.075 1.00 0.99 1 0.98 0.371

produce equivalent behaviours. None of the other models we  con-
sidered place unrealistic demands on the learning capacities of a
bird. The rule of thumb model, arguably the most successful across
the board, is open to the objection that it assumes that the animal
knows that it is facing a two-armed bandit; it might not be a good
strategy to adopt in a different kind of environment, whereas all
the other models are quite general. Only an animal whose environ-
ment regularly allowed it highly limited access to several different,
mutually exclusive sources of food could be expected to evolve
such a learning mechanism – but in a world filled with competitors
and predators, such environments are not that unusual. Among the
more general models, the most successful was the connectionist
model based on Wills and McLaren (1997),  but it clearly requires
modification to cope with low reward probabilities.

It is not clear how important it is that a model should be able
to predict a session-length effect in a two-armed bandit situation,
since the evidence that animals show such an effect is limited (Dow
and Lea, 1987b; Kacelnik, 1979) and open to alternative interpreta-
tions (Shettleworth and Plowright, 1989). At a minimum, however,
the present results suggest that foragers need to be able to respond
differently to patches where their access is sharply limited, and
those where they have more or less unlimited time – or at any rate,
as much time as they can use. It is quite common for animals with a
rich food supply to have to pause because their oesophageal or gut
capacity has been reached, as has been demonstrated for waders
(Kersten and Visser, 1996; Zwarts and Dirksen, 1990). Furthermore,
ive mechanisms of optimal sampling. Behav. Process. (2011),

it is in situations where time of access is limited that it seems to
matter most how an animal learns. In extended sessions, any of the
models we tested would secure almost as high an overall reward
rate as the backwards dynamic programming algorithm. In shorter

rebs et al. (2008), assuming 50% carryover of motivational state from the end of
are mean results from 200 simulation runs. p(abs) is the probability of absorption;
dian responses to initial absorption; �(C) the mean Herrnstein et al. � towards the
re chosen to give the best performance for a session length of 300, with motivational

p(abs) p(C) R(abs) �(C) p(Rf)

1.00 0.96 2 0.93 0.351
0.98 0.95 7 0.88 0.340
0.78 0.98 21 0.79 0.344

d 0.45 0.94 1.00 1 0.90 0.358
ε 0.03 0.82 0.99 14.5 0.79 0.349
L 0.08 1.00 0.96 1 0.93 0.351

1.00 0.99 2.5 0.98 0.365
1.00 0.99 12 0.97 0.365
1.00 1.00 20 0.95 0.365

d 0.45 0.99 1.00 10 0.92 0.365
ε 0.03 1.00 1.00 39 0.95 0.364
L 0.08 1.00 1.00 7 0.99 0.372
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ig. 1. Distribution of number of trials to initial absorption in short and long sessions
nder conditions similar to those of Krebs et al. (1978), as simulated by various
odels, with motivational state carried over from the end of the previous session.

essions, the differences between the learning models, and the dif-
erence between even the best of them and the performance of the
ackwards dynamic programming algorithm, was greater.

In any of the models, the variation in learning rate required to
dapt to different session lengths could be achieved by varying
ne or more parameters, but this poses the question of how that
ould happen in a natural situation. It is possible that the parameter
Please cite this article in press as: Lea, S.E.G., et al., The cognit
doi:10.1016/j.beproc.2011.10.004

ariation arises from a learning process, as Killeen (1984) suggests;
owever the present simulations have shown that it can arise nat-
rally if longer sessions are, as it seems they often would be in
atural conditions, associated with a lower level of food motivation.
 PRESS
cesses xxx (2011) xxx– xxx

This means that if experiments are carried out to test for capacities
to respond to varying session length cognitively, it will always be
important to try to neutralise the impacts of session length on food
deprivation, as indeed Krebs et al. (1978) sought to do. It would be
preferable to separate sessions by relatively long intervals, to allow
motivation to return to a baseline state, rather than merely giving
compensatory food after longer sessions, since in principle animals
might learn that such food was  coming. However one should not
think of motivational shifts as merely an artefact; under natural
conditions, variations in deprivation might provide a simple way
of making adaptive adjustments to the balance between exploring
and exploiting.

It does appear that relatively simple principles of associa-
tive learning are sufficient to produce even quite sophisticated
behavioural adjustments, ensuring that foraging in a range of differ-
ent environments is, if not optimal, at least so close to the optimal
in outcome that the selective pressure to evolve more complex
cognitive processes must be quite slight.

We  have not, of course, explored all possible models of the way
in which animals adjust their foraging behaviour to changing envi-
ronments. The elaboration of new learning models continues (e.g.
Dawson et al., 2009; Gross et al., 2008); it would be an impossible
task to test them all. Some of the most interesting recent develop-
ments in the study of human decision making have been concerned
with situations where gaining information rapidly is of the essence
of the problem (e.g. Gigerenzer and Goldstein, 1996). Some of this
work has been specifically concerned with explore/exploit conflicts
where people must determine key parameters from experience
(Hills and Hertwig, 2010), and this line of investigation is offer-
ing yet more new models for testing (e.g. Erev and Barron, 2005).
The two-armed bandit is only one special case of the more general
problem of how animals can keep track of varying and changing
prey densities. In some respects the two-armed bandit may  be an
unusual situation, in that the better option does not change within
a foraging session; in many natural situations, this may not be true,
and therefore maintaining some level of exploration while exploit-
ing may  be preferable to complete absorption. Furthermore, the
learning of prey densities is only one of many ways in which infor-
mation gain is required for successful foraging (Stephens, 2007),
and foraging is only one of many situations where information is
crucial in ecology (Dall et al., 2005).

Although the present comparison has thus been concerned with
a restricted field, it has been sufficient to suggest the kinds of model
that might do best, and that might most repay further exploration.
The two  most interesting possibilities are Wills-McLaren model
and the rule of thumb model. The Wills-McLaren model has the
advantage that it could be applied without modification to other
situations where animals need to acquire both food and informa-
tion simultaneously. This model differs from the others more in the
performance principle than in the learning principle it employs.
The rule of thumb model, on the other hand, requires the animal in
some sense to understand what kind of situation it is in. That might
have seemed an inappropriate demand when Krebs et al. (1978)
first drew the ideas of optimal sampling to the attention of animal
behaviour researchers. After a further three decades of research
into animal cognition, however, it does not seem so far-fetched.
At least some species of animal seem to be capable of learning the
rules of a situation to which they are repeatedly exposed. A recent
example is in the work of Rayburn-Reeves et al. (2011, in press)
on within-session reversals; they find marked differences in the
apparent ability of pigeons and rats to respond appropriately to
this situation, which is consistent with the long-held view that the
ive mechanisms of optimal sampling. Behav. Process. (2011),

capacity to learn the rules of a situation is one of the ways in which
animal intelligence varies across taxa (cf. Bitterman et al., 1958;
Mackintosh et al., 1985). We might therefore expect that this more
specific kind of model is required to get a good fit to the behaviour

dx.doi.org/10.1016/j.beproc.2011.10.004
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